

    

        jido_gralkor

        v4.0.0



    


  

    Table of contents

    
      



      	jido_gralkor





        	
          Modules
          


      	Gralkor.CaptureBuffer


      	Gralkor.Client


      	Gralkor.Client.InMemory


      	Gralkor.Client.Native


      	Gralkor.Config


      	Gralkor.Distill


      	Gralkor.Format


      	Gralkor.Generalisation


      	Gralkor.Generalise


      	Gralkor.GraphitiPool


      	Gralkor.Interpret


      	Gralkor.Message


      	Gralkor.Ontology


      	Gralkor.Python


      	Gralkor.Recall


      	JidoGralkor.Actions.MemoryAdd


      	JidoGralkor.Actions.MemoryBuildCommunities


      	JidoGralkor.Actions.MemoryBuildIndices


      	JidoGralkor.Actions.MemorySearch


      	JidoGralkor.Canonical


      	JidoGralkor.ContextRotator


      	JidoGralkor.Lifecycle


      	JidoGralkor.Plugin


      	JidoGralkor.ReAct





    	Exceptions
      


      	Gralkor.GeneralisationParseFailed


      	Gralkor.InterpretParseFailed



      

    




        



      

    

  

    jido_gralkor

Drop-in long-term memory for a Jido agent. One Hex package: the Jido plugin and ReAct tools on top of an embedded Gralkor memory adapter — Graphiti + FalkorDB driven directly from the BEAM via Pythonx, no external server to run.
You write your agent's prompt, model, and business tools. jido_gralkor covers session identity, recall, capture, the memory_search / memory_add ReAct tools, a small helper that pins tool_choice to memory_search on the first ReAct iteration so the agent itself authors its memory queries, a graceful-shutdown flush, a context-rotation primitive for long-running agents, and an Ontology DSL for declaring the entity types and relationships graphiti should extract from captured episodes.
As of 3.0.0 the former :gralkor_ex Hex package is folded into this one. Consumers no longer need a separate {:gralkor_ex, ...} line — {:jido_gralkor, "~> 3.0"} is the whole memory stack.
Install
def deps do
  [
    {:jido_gralkor, "~> 3.0"}
  ]
end
Then fetch:
mix deps.get

This transitively pulls :jido, :jido_ai, :pythonx, :req_llm, and :jason. Pythonx materialises its venv (with graphiti-core + falkordblite from PyPI) on first boot — ~3 s the first time, ~21 ms thereafter.
Required configuration
Three things the consumer must set up.
1. A FalkorDB backend. Graphiti runs in-process via Pythonx and connects to FalkorDB either as an embedded falkordblite child or over the network. Pick one:
# Embedded — falkordblite spawns a redis-server grandchild under this dir
export GRALKOR_DATA_DIR=/var/lib/<your-app>/gralkor   # writable
export GOOGLE_API_KEY=...                              # or ANTHROPIC / OPENAI / GROQ

# Remote — point at a managed FalkorDB. config/runtime.exs
config :jido_gralkor,
  falkordb: [
    host: System.fetch_env!("FALKORDB_HOST"),
    port: String.to_integer(System.fetch_env!("FALKORDB_PORT")),
    username: System.get_env("FALKORDB_USERNAME"),
    password: System.get_env("FALKORDB_PASSWORD"),
    ssl: System.get_env("FALKORDB_SSL") == "true"
  ]
Remote wins when both are set. :ssl defaults to false; set true for FalkorDB Cloud or any TLS-fronted endpoint. Misconfigured :falkordb (non-keyword, missing host/port, blank host, non-positive port) raises ArgumentError at app start.
2. In-memory client in tests. Swap the adapter for the in-memory twin:
# config/test.exs
config :jido_gralkor, client: Gralkor.Client.InMemory
And start the twin once in test/test_helper.exs:
{:ok, _} = Gralkor.Client.InMemory.start_link()
ExUnit.start()
When :jido_gralkor, :client is pinned to Gralkor.Client.InMemory, the native supervision tree (Pythonx → GraphitiPool → CaptureBuffer) does not start. No FalkorDB backend required in tests.
3. Jido.Thread.Plugin on your use Jido supervisor. The plugin reads session_id from agent.state[:__thread__].id, so the thread plugin must be active:
defmodule MyApp.Jido do
  use Jido, default_plugins: [Jido.Thread.Plugin, Jido.Identity.Plugin]
end
:jido_gralkor auto-supervises its native runtime (Python → GraphitiPool → CaptureBuffer) when a FalkorDB backend is configured — no separate Gralkor.Server to wire into your supervision tree, and no readiness gate to add. By the time Application.start/2 returns, Gralkor.Client is ready.
Wire it on your agent
defmodule MyApp.ChatAgent do
  use Jido.Agent,
    name: "my_chat",
    strategy:
      {Jido.AI.Reasoning.ReAct.Strategy,
       tools: [
         JidoGralkor.Actions.MemorySearch,
         JidoGralkor.Actions.MemoryAdd
         # ... your other tools
       ],
       system_prompt: """
       You are a helpful assistant with long-term memory.

       Use memory_search when answering benefits from past context.
       Use memory_add to record explicit insights you want to preserve
       beyond the conversation that's already being auto-captured.
       """,
       request_transformer: MyApp.ChatAgent.RequestTransformer},
    default_plugins: %{__memory__: false},
    plugins: [{JidoGralkor.Plugin, %{agent_name: "Susu"}}]

  # Optional: pin tool_choice to memory_search on iteration 1 so the agent
  # itself authors a focused recall query in-thread.
  defmodule RequestTransformer do
    @behaviour Jido.AI.Reasoning.ReAct.RequestTransformer

    @impl true
    def transform_request(_messages, overrides, _runtime_context, state) do
      JidoGralkor.ReAct.maybe_force_memory_search(overrides, state)
    end
  end
end
That's it. The plugin claims Jido's :__memory__ slot. On ai.react.query, it plants :session_id (when a thread is committed) and the configured :agent_name on the signal's tool_context so MemorySearch can find them. Recall itself is the LLM's job — JidoGralkor.ReAct.maybe_force_memory_search/2 is the cheapest way to force it on iteration 1. Capture runs automatically on completion and failure: the ReAct event trace is normalised into Gralkor's canonical [%Gralkor.Message{role, content}] shape via JidoGralkor.Canonical — user for the user query, behaviour for intermediate thinking / tool calls / tool results, assistant for the final answer on completed turns, or a terminal "request failed: …" behaviour on failed turns so the failure stays visible to downstream distillation.
The plugin reads user_name per-turn from agent.state[:user_name] — your consumer's responsibility to populate (e.g. via on_before_cmd from the signal's tool_context) so distill renders user lines under the human's actual name rather than a generic "User".
What happens at runtime
Session identity. session_id is the current Jido thread id (read from agent.state[:__thread__].id, populated by Jido.Thread.Plugin). The plugin does not mint its own identifier — Jido's thread lifecycle is the single source of truth.
Group partitioning. group_id is Gralkor.Client.sanitize_group_id(agent.id) (hyphens replaced with underscores — a RediSearch constraint). Per-agent graph partition; agents never see each other's memory.
First-turn bootstrap. On the very first query of a fresh agent, the thread isn't yet committed (the ReAct strategy's ThreadAgent.append runs after the plugin hook). The plugin plants only :agent_name (no :session_id) and lets capture establish the session when the turn completes. memory_search called in that same first turn short-circuits with an explicit "did not run" non-result so the LLM cannot read an empty payload as "no memory exists" and confidently lie.
Death-triggered flush. JidoGralkor.Lifecycle is an optional Jido.AgentServer.Lifecycle implementation. When wired as lifecycle_mod: on the agent, graceful termination of the AgentServer fires Gralkor.Client.flush/1 for the active thread so an orphaned agent doesn't strand its capture buffer. No idle-timer machinery — Jido's AgentServer owns :idle_timeout directly.
Context rotation. JidoGralkor.ContextRotator.rotate_now/2 synchronously flushes the active session via flush_and_await/2, installs a fresh Jido thread, and seeds the rotated thread with the most-recent :keep_last_n pre-flush entries plus any turns that landed during the flush. The agent process is never stopped. Use it from a /new chat command or a small wrapper GenServer that fires on an interval.
Fail-fast. Gralkor errors raise. Your supervision tree decides how to react.
memory_add is async. The tool returns "Ingesting." immediately and does the storage call in a background Task. Graphiti's entity/edge extraction can take tens of seconds; you don't want the agent waiting. Failures are logged; best-effort storage is the contract.
Declaring a custom ontology
By default jido_gralkor passes no ontology to graphiti — it extracts generic entities and edges. To shape extraction against your domain, declare a Gralkor.Ontology module and set it as a deployment-wide config value.
defmodule MyApp.Ontology do
  use Gralkor.Ontology, entities: :strict, relationships: :scoped

  entity User do
    field :handle,   :string, required: true, doc: "stable login handle"
    field :timezone, :string,                  doc: "IANA tz"
  end

  entity Preference do
    field :description, :string, required: true
  end

  from User do
    prefers Preference do
      field :since, :string, doc: "date first observed"
    end

    trusts User
  end
end
	entity Foo do field … end declares an entity. field :name, :type, opts supports :string | :integer | :float | :boolean, plus required: true and doc: (rendered as the Pydantic field description).

	from Source do verb Target [do field … end] end declares outgoing relationships from Source. The verb's name becomes the edge type in graphiti (prefers → "PREFERS", relates_to → "RELATES_TO"). The optional do block carries edge properties.
	Same verb in multiple from blocks becomes one edge type with multiple endpoint pairs.
	entities: :strict excludes graphiti's generic Entity extraction — only your declared types survive. entities: :open lets graphiti extract generic Entity nodes alongside yours.
	relationships: :scoped populates graphiti's edge_type_map from your declared (src, dst) pairs, so named edges only fire between declared endpoints. relationships: :open drops the map; graphiti's default applies. Either way, graphiti always extracts edge candidates — generic fall-through edges between unconstrained pairs are not closed off.
	Both opts are required at use — no defaults; pick deliberately.

Configure it once for the deployment:
# config/runtime.exs
config :jido_gralkor, ontology: MyApp.Ontology
That's it — the plugin mount stays %{agent_name: "Susu"}, with no ontology threaded through it. Gralkor.Client resolves the configured ontology on every write — capture flushes plus the memory_add ReAct tool — so all ingestion shares one schema. graphiti receives entity_types, edge_types, edge_type_map, and excluded_entity_types translated from the module's compile-time payload (built once per ontology module, cached by name). A programmatic caller that needs a different ontology for a single add can pass it as the 4th argument to Gralkor.Client.memory_add/4.
Optional: generalisation threshold
After each flush, Gralkor.Generalise hypothesises cross-episode patterns and persists the strongest above a configurable confidence threshold (default 0.3). Raise it to be more conservative, lower to capture more:
# config/runtime.exs
config :jido_gralkor, generalise_min_confidence: 0.5
Generalisations are stored in a separate graphiti partition ("#{group_id}_gen") and surfaced alongside regular facts during recall with a <generalisation> prefix so the interpret LLM can treat them as higher-level patterns.
Testing against the in-memory twin
Gralkor.Client.InMemory is a real implementation of Gralkor.Client (not a mock) that stores canned responses and records every call. Your agent's integration tests can hit it without any network:
setup do
  Gralkor.Client.InMemory.reset()
  :ok
end

test "agent recalls stored context" do
  Gralkor.Client.InMemory.configure_recall({:ok, "<gralkor-memory>known fact</gralkor-memory>"})
  Gralkor.Client.InMemory.configure_capture(:ok)
  # ... exercise your agent, assert on responses, inspect recorded calls
end
The same Gralkor.ClientContract macro suite is run against both the in-memory twin and the production Gralkor.Client.Native adapter, so both satisfy an identical contract.
What's in the library
The Jido glue:
	JidoGralkor.Plugin — use Jido.Plugin, state_key: :__memory__, singleton: true. Handles ai.react.query (planting session+agent on tool_context) and ai.request.completed / ai.request.failed (capture).
	JidoGralkor.ReAct — maybe_force_memory_search/2 helper. Folds tool_choice: %{type: "function", function: %{name: "memory_search"}} into ReAct overrides on iteration 1; passes through unchanged on iterations 2+.
	JidoGralkor.Canonical — normalises a Jido/ReAct turn into the canonical [%Gralkor.Message{role, content}] shape.
	JidoGralkor.Lifecycle — Jido.AgentServer.Lifecycle impl whose sole job is the death-triggered flush.
	JidoGralkor.ContextRotator — synchronous rotate_now/2 for in-life context consolidation.
	JidoGralkor.Actions.MemorySearch — the ReAct tool that calls Gralkor.Client.recall/4. Short-circuits when no thread is committed or the query is blank.
	JidoGralkor.Actions.MemoryAdd — fire-and-forget ReAct tool.
	JidoGralkor.Actions.MemoryBuildIndices — admin tool. Description tells the LLM DO NOT CALL unless the user asked. Whole-graph index rebuild.
	JidoGralkor.Actions.MemoryBuildCommunities — admin tool. Same DO NOT CALL guard. Runs Graphiti community detection on this agent's partition.

The embedded Gralkor adapter (under lib/gralkor/):
	Gralkor.Client — behaviour, sanitize_group_id/1, impl/0 app-env resolver.
	Gralkor.Client.Native — production adapter; wires Recall, CaptureBuffer, GraphitiPool, Generalise, and req_llm.
	Gralkor.Client.InMemory — test twin.
	Gralkor.Ontology — compile-time DSL for declaring graphiti custom-entity ontologies (entity/field/from/verb macros).
	Gralkor.Generalise — hypothesise → evaluate → persist pipeline. On flush, reviews the distilled transcript, hypothesises cross-episode patterns via LLM, searches existing generalisations in a separate :gen graphiti partition to rule candidates in or out, and saves the strongest. Generalisations form a hierarchy (broadens / narrows) with deduplication.
	Gralkor.Generalisation — struct and wire format (GEN|v1|{json}\ncontent) for storing generalisations as graphiti episodes with controlled UUIDs (enabling update via re-extraction and delete via remove_episode).
	Gralkor.Application, Gralkor.Python, Gralkor.GraphitiPool, Gralkor.CaptureBuffer, Gralkor.Recall, Gralkor.Distill, Gralkor.Interpret, Gralkor.Format, Gralkor.Config, Gralkor.Message, Gralkor.InterpretParseFailed, Gralkor.GeneralisationParseFailed — the embedded pipelines (capture buffer, distill, interpret, recall, generalise) that drive Graphiti.

Detailed behaviour for every module lives in CLAUDE.md under ## Test Trees.
Publishing (maintainers)
:jido_gralkor is published to the public Hex registry, owned by the gralkor Hex organization. Future releases use a gralkor-scoped org key (GRALKOR_HEX_TOKEN) loaded from the workspace .env; see the workspace publish skill for the full release flow.
./scripts/publish.sh patch   # or minor | major | current

Bumps @version in mix.exs, runs mix hex.publish --yes, commits the bump, and tags jido-gralkor-v<version> locally. Push with git push --follow-tags.
License
MIT.
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In-flight conversation buffer keyed by session_id.
Holds turns until an explicit flush — session lifetime is owned by the
consumer; there is no idle-flush policy. On flush/1 (or shutdown via
flush_all/0 from terminate/2), the buffered turns are handed to the
configured flush_callback with retry: server-internal failures get the
configured backoff (default 1s/2s/4s); contract errors (4xx) and
upstream-LLM errors drop without retry.
See ex-capture-buffer in gralkor/TEST_TREES.md.
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        append(session_id, group_id, agent_name, user_name, ontology, msgs)

      


        Append one turn (a list of Gralkor.Message) to the session's buffer.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        flush(session_id)

      


        Schedule a retry-backed flush of the session's turns. Returns :ok immediately.



    


    
      
        flush_all()

      


        Flush every buffered session and await each. Used at shutdown.



    


    
      
        flush_and_await(session_id, timeout_ms)

      


        Synchronously flush the session's turns and wait for completion.



    


    
      
        start_link(opts)

      


    


    
      
        turns_for(session_id)

      


        Return the buffered turns for session_id, or [] if none.
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      append(session_id, group_id, agent_name, user_name, ontology, msgs)



        
          
        

    

  


  

Append one turn (a list of Gralkor.Message) to the session's buffer.
agent_name is required and non-blank — it is bound on first append for
the session and any later append with a different agent_name,
user_name, or group_id raises ArgumentError.
user_name is required and non-blank — used at flush time to label
user lines in the rendered transcript so graphiti's entity extraction
produces a named user node rather than collapsing every user into a
generic "User" entity.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      flush(session_id)



        
          
        

    

  


  

Schedule a retry-backed flush of the session's turns. Returns :ok immediately.

  



  
    
      
    
    
      flush_all()



        
          
        

    

  


  

Flush every buffered session and await each. Used at shutdown.

  



  
    
      
    
    
      flush_and_await(session_id, timeout_ms)



        
          
        

    

  


  

Synchronously flush the session's turns and wait for completion.
Returns :ok only after the flush callback has finished — for the Native
adapter this means the episode is queryable via recall/4 (graphiti's
add_episode is sync through embed + persist). Returns {:error, :timeout}
if the configured retry budget (1s/2s/4s plus the flush's own latency)
exceeds timeout_ms; the buffered turns are still available to flush again.
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Return the buffered turns for session_id, or [] if none.

  


        

      


  

    
Gralkor.Client behaviour
    



      
Port for talking to a Gralkor backend from Elixir.
Operations — recall, capture, flush, flush_and_await, memory_add,
build_indices, build_communities. Every failure is reported as
{:error, reason} so callers can decide how to fail open. Group IDs are
sanitised at the edge (sanitize_group_id/1) to satisfy FalkorDB's
RediSearch constraint.
flush/1 returns :ok before the buffered turns have landed
(fire-and-forget — appropriate for shutdown paths that cannot block).
flush_and_await/2 returns :ok only after the episode is queryable via
recall/4, for callers that must observe completion before rotating
state (e.g. session-id rotation in JidoGralkor.ContextRotator).
The concrete adapter is resolved from Application.get_env(:jido_gralkor, :client);
defaults to Gralkor.Client.Native (in-process via Pythonx). Tests swap in
Gralkor.Client.InMemory.
No health_check/0 — the embedded runtime is ready by the time
Application.start/2 returns; runtime failures surface from the next call.
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          @type agent_name() :: String.t()


      



  



  
    
      
    
    
      group_id()



        
          
        

    

  


  

      

          @type group_id() :: String.t()
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          @type messages() :: [Gralkor.Message.t()]
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          @type ontology() :: module() | nil
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          @type session_id() :: String.t()
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          @type user_name() :: String.t()
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      build_communities(group_id)



        
          
        

    

  


  

      

          @callback build_communities(group_id()) ::
  {:ok, %{communities: non_neg_integer(), edges: non_neg_integer()}}
  | {:error, term()}
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          @callback build_indices() :: {:ok, %{status: String.t()}} | {:error, term()}


      



  



  
    
      
    
    
      capture(session_id, group_id, agent_name, user_name, messages)



        
          
        

    

  


  

      

          @callback capture(session_id(), group_id(), agent_name(), user_name(), messages()) ::
  :ok | {:error, term()}
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          @callback flush(session_id()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      flush_and_await(session_id, timeout_ms)



        
          
        

    

  


  

      

          @callback flush_and_await(session_id(), timeout_ms :: pos_integer()) ::
  :ok | {:error, :timeout} | {:error, term()}
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          @callback generalise(group_id(), transcript :: String.t()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      memory_add(group_id, content, source_description)



        
          
        

    

  


  

      

          @callback memory_add(
  group_id(),
  content :: String.t(),
  source_description :: String.t() | nil
) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      memory_add(group_id, content, source_description, ontology)



        
          
        

    

  


  

      

          @callback memory_add(
  group_id(),
  content :: String.t(),
  source_description :: String.t() | nil,
  ontology()
) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      recall(group_id, agent_name, arg3, query)



        
          
        

    

  


  

      

          @callback recall(group_id(), agent_name(), session_id() | nil, query :: String.t()) ::
  {:ok, String.t()} | {:error, term()}
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          @callback search_generalisations(
  group_id(),
  query :: String.t(),
  max_results :: pos_integer()
) ::
  {:ok, [Gralkor.Generalisation.t()]} | {:error, term()}
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          @spec impl() :: module()
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          @spec sanitize_group_id(String.t()) :: String.t()
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In-memory twin of Gralkor.Client for tests.
Configure responses per operation before exercising the code under test;
inspect the calls that were made after. Operations with no configured
response return {:error, :not_configured} — tests should set every
response they expect the code under test to hit.
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        Returns a specification to start this module under a supervisor.
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        reset()

      


        Reset all state — call in setup.
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        set_build_communities(response)

      


        Set the response for the next (and all subsequent) build_communities/1 calls.



    


    
      
        set_build_indices(response)

      


        Set the response for the next (and all subsequent) build_indices/0 calls.
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        Set the response for the next (and all subsequent) capture/3 calls.
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        Set the response for the next (and all subsequent) flush/1 calls.
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        Set the response for the next (and all subsequent) flush_and_await/2 calls.
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        Set the response for the next (and all subsequent) generalise/2 calls.
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        Set the response for the next (and all subsequent) memory_add/3 calls.
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        Set the response for the next (and all subsequent) recall/3 calls.



    


    
      
        set_search_generalisations(response)

      


        Set the response for the next (and all subsequent) search_generalisations/3 calls.
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Reset all state — call in setup.

  



  
    
      
    
    
      search_generalisations_calls()



        
          
        

    

  


  


  



  
    
      
    
    
      set_build_communities(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) build_communities/1 calls.

  



  
    
      
    
    
      set_build_indices(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) build_indices/0 calls.

  



  
    
      
    
    
      set_capture(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) capture/3 calls.

  



  
    
      
    
    
      set_flush(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) flush/1 calls.

  



  
    
      
    
    
      set_flush_and_await(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) flush_and_await/2 calls.

  



  
    
      
    
    
      set_generalise(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) generalise/2 calls.

  



  
    
      
    
    
      set_memory_add(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) memory_add/3 calls.

  



  
    
      
    
    
      set_recall(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) recall/3 calls.

  



  
    
      
    
    
      set_search_generalisations(response)



        
          
        

    

  


  

Set the response for the next (and all subsequent) search_generalisations/3 calls.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Gralkor.Client.Native 
    



      
Production Gralkor.Client implementation. In-process — no HTTP — talks
to graphiti via Gralkor.GraphitiPool (Pythonx-backed) and to the LLM via
req_llm (Elixir-side, used by Gralkor.Distill and Gralkor.Interpret).
See ex-client-native in gralkor/TEST_TREES.md.

      




  

    
Gralkor.Config 
    



      
Configuration for the embedded Gralkor runtime.
Two operator-facing knobs decide what :jido_gralkor does at boot:
	The FalkorDB connection — either embedded (falkordblite spawns a local
redis-server child under a directory chosen by GRALKOR_DATA_DIR) or
remote (network host:port plus optional credentials, set via the
:jido_gralkor, :falkordb application env). Remote wins when both are
configured. See falkordb_spec/0.
	The LLM and embedder models — set via the GRALKOR_LLM_MODEL and
GRALKOR_EMBEDDER_MODEL env vars in "provider:model" form (operator
contract). llm_model/0 and embedder_model/0 return them as
%{provider: atom(), id: String.t()} maps — the inline-map shape
ReqLLM.model/1 accepts without a catalog lookup (no "unverified model"
IO.warn when the model id is newer than the LLMDB snapshot bundled
with req_llm).


      


      
        Summary


  
    Types
  


    
      
        falkordb_spec()

      


        Resolved FalkorDB selection. :remote carries the validated keyword list
the operator supplied; :embedded carries the expanded data directory.



    


    
      
        model_spec()

      


        Resolved model spec — the inline-map shape ReqLLM.model/1 accepts directly.



    





  
    Functions
  


    
      
        embedder_model()

      


    


    
      
        falkordb_spec()

      


        Resolve the FalkorDB connection spec from configuration. Returns nil
when neither knob is set so the supervisor can run with no children.



    


    
      
        llm_model()

      


    


    
      
        ontology()

      


        Resolve the optional deployment-wide ontology from the :jido_gralkor, :ontology application env.



    


    
      
        validate_falkordb!(kw)

      


        Validate a remote FalkorDB keyword spec. Raises ArgumentError with a
pointed message if the shape is wrong; returns the keyword list unchanged
on success.



    





      


      
        Types


        


  
    
      
    
    
      falkordb_spec()



        
          
        

    

  


  

      

          @type falkordb_spec() :: {:remote, keyword()} | {:embedded, String.t()}


      


Resolved FalkorDB selection. :remote carries the validated keyword list
the operator supplied; :embedded carries the expanded data directory.

  



  
    
      
    
    
      model_spec()



        
          
        

    

  


  

      

          @type model_spec() :: %{provider: atom(), id: String.t()}


      


Resolved model spec — the inline-map shape ReqLLM.model/1 accepts directly.

  


        

      

      
        Functions


        


  
    
      
    
    
      embedder_model()



        
          
        

    

  


  

      

          @spec embedder_model() :: model_spec()


      



  



  
    
      
    
    
      falkordb_spec()



        
          
        

    

  


  

      

          @spec falkordb_spec() :: falkordb_spec() | nil


      


Resolve the FalkorDB connection spec from configuration. Returns nil
when neither knob is set so the supervisor can run with no children.
Remote wins over embedded when both are present.

  



  
    
      
    
    
      llm_model()



        
          
        

    

  


  

      

          @spec llm_model() :: model_spec()


      



  



  
    
      
    
    
      ontology()



        
          
        

    

  


  

      

          @spec ontology() :: module() | nil


      


Resolve the optional deployment-wide ontology from the :jido_gralkor, :ontology application env.
This is the single source of truth for ontology: it is never read from agent
state, plugin mount opts, or per-call context. Every write path (capture,
memory_add) resolves it from here. Returns the module (declared via
use Gralkor.Ontology) or nil when unset. Raises ArgumentError on a
module that is not an ontology, or any non-module value — fail-fast on
operator misconfig at the write boundary rather than as a downstream graphiti
failure.

  



  
    
      
    
    
      validate_falkordb!(kw)



        
          
        

    

  


  

      

          @spec validate_falkordb!(any()) :: keyword()


      


Validate a remote FalkorDB keyword spec. Raises ArgumentError with a
pointed message if the shape is wrong; returns the keyword list unchanged
on success.

  


        

      


  

    
Gralkor.Distill 
    



      
Render a list of conversation turns into an episode body suitable for
ingesting into the knowledge graph.
Each turn that contains a "behaviour" message gets distilled by the
configured LLM into a first-person past-tense summary and rendered as
{agent_name}: (behaviour: {summary}) before the assistant text. Turns
without behaviour skip the LLM entirely.
Distillation per turn is best-effort: any failure (LLM error, exception)
drops the behaviour line for that turn and preserves the user/assistant
text — the surrounding turns still produce output.
Turns with behaviour are distilled in parallel via Task.async_stream.
See ex-format-transcript in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Types
  


    
      
        distill_fn()

      


    


    
      
        turn()

      


    





  
    Functions
  


    
      
        distill_schema()

      


        Schema for the structured-output response the LLM returns when distilling
a behaviour-containing turn.



    


    
      
        format_transcript(turns, distill_fn, agent_name, user_name)

      


        Render turns (a list of turns; each turn a list of canonical Messages)
into the episode body string.



    





      


      
        Types


        


  
    
      
    
    
      distill_fn()



        
          
        

    

  


  

      

          @type distill_fn() :: (String.t() -> {:ok, String.t()} | {:error, term()}) | nil


      



  



  
    
      
    
    
      turn()



        
          
        

    

  


  

      

          @type turn() :: [Gralkor.Message.t()]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      distill_schema()



        
          
        

    

  


  

      

          @spec distill_schema() :: keyword()


      


Schema for the structured-output response the LLM returns when distilling
a behaviour-containing turn.

  



  
    
      
    
    
      format_transcript(turns, distill_fn, agent_name, user_name)



        
          
        

    

  


  

      

          @spec format_transcript([turn()], distill_fn(), String.t(), String.t()) :: String.t()


      


Render turns (a list of turns; each turn a list of canonical Messages)
into the episode body string.
distill_fn is the LLM caller used to summarise behaviour messages. Pass
nil to skip distillation entirely (behaviour lines are silently omitted).
agent_name is required and non-blank — used to label assistant and
behaviour lines (e.g. "Susu: hello", "Susu: (behaviour: thought)").
user_name is required and non-blank — used to label user lines
(e.g. "Eli: hi"). The rendered transcript is fed to graphiti's entity
extraction; a generic "User:" label collapses every user across the
deployment into a single graph node, destroying graph quality. Every
consumer must name the human.

  


        

      


  

    
Gralkor.Format 
    



      
Format graphiti edge data into the canonical fact strings the LLM sees.
Pure Elixir — graphiti runs in Python, but we extract its edges into
Elixir maps and format them here, never reaching back into Python for
formatting.
Output shape per fact:
- {fact} (created …) (valid from …) (invalid since …) (expired …)
Timestamp normalisation matches the server's pipelines/formatting.py so
consumers see identical fact text from either stack.
See ex-format-fact in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Functions
  


    
      
        format_fact(m)

      


    


    
      
        format_facts(facts)

      


    


    
      
        format_timestamp(ts)

      


    





      


      
        Functions


        


  
    
      
    
    
      format_fact(m)



        
          
        

    

  


  

      

          @spec format_fact(map()) :: String.t()


      



  



  
    
      
    
    
      format_facts(facts)



        
          
        

    

  


  

      

          @spec format_facts([map()]) :: String.t()


      



  



  
    
      
    
    
      format_timestamp(ts)



        
          
        

    

  


  

      

          @spec format_timestamp(String.t()) :: String.t()


      



  


        

      


  

    
Gralkor.Generalisation 
    



      
Struct and wire format for generalisations stored as graphiti episodes in a
dedicated partition ("#{group_id}_gen").
The struct :id doubles as the graphiti episode UUID — add_episode accepts
an optional uuid parameter, so we control identity. This gives us update
(re-add with same uuid) and delete (remove_episode(uuid)) on generalisations.
Wire format
Episode content uses a single-line metadata prefix followed by the free-text
generalisation:
GEN|v1|{"id":"abc123","level":2,"confidence":0.85,"generalises":["def456"]}
Eli prefers concise, structured responses by default.
The prefix is part of the text that graphiti embeds, so generalisations are
searchable by their content while remaining parseable on read.
See ex-generalisation in TEST_TREES.md.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        decode(raw)

      


        Decodes a raw fact string (from a graphiti search result) into a
%Generalisation{} struct and the plain content.



    


    
      
        encode(gen)

      


        Encodes a %Generalisation{} struct into an episode body string suitable for
GraphitiPool.add_episode/5. The returned string has the metadata prefix as
its first line, followed by the free-text content.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Gralkor.Generalisation{
  confidence: float(),
  content: String.t(),
  created_at: String.t() | nil,
  generalises: [String.t()],
  id: String.t(),
  level: non_neg_integer()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      decode(raw)



        
          
        

    

  


  

      

          @spec decode(String.t()) :: {:ok, t(), String.t()} | {:error, :not_a_generalisation}


      


Decodes a raw fact string (from a graphiti search result) into a
%Generalisation{} struct and the plain content.
Returns {:ok, %Generalisation{}, plain_content} on success,
{:error, :not_a_generalisation} for strings without the prefix,
or raises GeneralisationParseFailed for malformed metadata.

  



  
    
      
    
    
      encode(gen)



        
          
        

    

  


  

      

          @spec encode(t()) :: String.t()


      


Encodes a %Generalisation{} struct into an episode body string suitable for
GraphitiPool.add_episode/5. The returned string has the metadata prefix as
its first line, followed by the free-text content.

  


        

      


  

    
Gralkor.Generalise 
    



      
Orchestrate one generalisation run: hypothesise generalisations from a
transcript, search existing generalisations to rule candidates in or out,
evaluate relationships, and persist the strongest.
Pure orchestration — all dependencies (hypothesise LLM call, evaluate LLM
call, search, add_episode, remove_episode) are passed as functions in
opts. Production wiring lives in Gralkor.Client.Native.
See ex-generalise in TEST_TREES.md.

      


      
        Summary


  
    Types
  


    
      
        group_id()

      


    


    
      
        opts()

      


    





  
    Functions
  


    
      
        evaluate_schema()

      


        Schema for the evaluate LLM call. Returns a decision per hypothesis
relative to any existing generalisations found via search.



    


    
      
        generalise(group_id, transcript, opts)

      


        Run the full generalisation pipeline against a flushed transcript.



    


    
      
        hypothesise_schema()

      


        Schema for the hypothesise LLM call. Returns a list of candidate
generalisations with confidence scores.



    





      


      
        Types


        


  
    
      
    
    
      group_id()



        
          
        

    

  


  

      

          @type group_id() :: String.t()


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  hypothesise_fn: function(),
  search_gen_fn: function(),
  evaluate_fn: function(),
  add_episode_fn: function(),
  remove_episode_fn: function(),
  min_confidence: float(),
  max_gen_results: pos_integer()
]


      



  


        

      

      
        Functions


        


  
    
      
    
    
      evaluate_schema()



        
          
        

    

  


  

Schema for the evaluate LLM call. Returns a decision per hypothesis
relative to any existing generalisations found via search.

  



  
    
      
    
    
      generalise(group_id, transcript, opts)



        
          
        

    

  


  

      

          @spec generalise(group_id(), String.t(), opts()) :: :ok | {:error, term()}


      


Run the full generalisation pipeline against a flushed transcript.
Returns :ok (best-effort — failures are logged but do not propagate),
or {:error, term()} when no required opts keys are provided.

  



  
    
      
    
    
      hypothesise_schema()



        
          
        

    

  


  

Schema for the hypothesise LLM call. Returns a list of candidate
generalisations with confidence scores.

  


        

      


  

    
Gralkor.GraphitiPool 
    



      
Per-group Graphiti instance cache, plus the gateway for graphiti operations.
Holds one shared AsyncFalkorDB (the embedded redis-server child lives
here) and lazily constructs one Graphiti instance per group_id. Cached
in ETS for concurrent reads — for/1 only hits the GenServer on a cache
miss (i.e. the first time any caller asks for a given group). Once cached,
thousands of callers can read the instance simultaneously without going
through the GenServer.
This is intentional. The spike (pythonx-spike/LEARNINGS.md) showed that
Pythonx releases the GIL during graphiti's awaited I/O, so concurrent
Elixir callers parallelise naturally. Serialising calls through a single
GenServer would throw that away.
See ex-graphiti-pool in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Functions
  


    
      
        add_episode(server \\ __MODULE__, group_id, content, source_description, ontology, opts \\ [])

      


        Ingest one episode (text content) into group_id via graphiti's
add_episode. Auto-generates name and idempotency_key. When
ontology is a module declared with use Gralkor.Ontology, its payload
is materialised into graphiti's entity_types, edge_types,
edge_type_map, and excluded_entity_types (cached per ontology module
in the GenServer state).



    


    
      
        build_communities(server \\ __MODULE__, group_id)

      


        Build communities for group_id.



    


    
      
        build_indices(server \\ __MODULE__)

      


        Build indices and constraints across the whole graph.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        for(server \\ __MODULE__, group_id)

      


        Return the Graphiti instance for group_id, creating it on first use.



    


    
      
        graphiti_boundary_spec(map)

      


        Pure projection from an __ontology__/0 payload to the plain data handed
across the Pythonx boundary. A graphiti add_episode kwarg
(entity_types, edge_types, edge_type_map, excluded_entity_types) is
populated iff its payload collection is present; the Pythonx side never
re-decides inclusion, it materialises exactly what this spec carries. No
Pythonx, no LLM — this is the deterministic contract the materialisation
half trusts.



    


    
      
        remove_episode(server \\ __MODULE__, group_id, episode_uuid)

      


        Remove an episode and its orphaned edges/nodes from the graph.



    


    
      
        search(server \\ __MODULE__, group_id, query, max_results)

      


        Run graphiti's hybrid search against group_id. Returns
{:ok, [%{fact:, created_at:, valid_at:, invalid_at:, expired_at:}]}
ready for Gralkor.Format.format_facts/1.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        Functions


        


    

    

  
    
      
    
    
      add_episode(server \\ __MODULE__, group_id, content, source_description, ontology, opts \\ [])



        
          
        

    

  


  

      

          @spec add_episode(
  GenServer.server(),
  String.t(),
  String.t(),
  String.t(),
  module() | nil,
  keyword()
) ::
  :ok | {:error, term()}


      


Ingest one episode (text content) into group_id via graphiti's
add_episode. Auto-generates name and idempotency_key. When
ontology is a module declared with use Gralkor.Ontology, its payload
is materialised into graphiti's entity_types, edge_types,
edge_type_map, and excluded_entity_types (cached per ontology module
in the GenServer state).
Options
	:uuid — optional episode UUID forwarded to graphiti's add_episode.
When given, graphiti fetches the existing episode and re-runs extraction
against it (update path). When nil (default), graphiti generates a new
UUID.


  



    

  
    
      
    
    
      build_communities(server \\ __MODULE__, group_id)



        
          
        

    

  


  

      

          @spec build_communities(GenServer.server(), String.t()) ::
  {:ok, %{communities: non_neg_integer(), edges: non_neg_integer()}}
  | {:error, term()}


      


Build communities for group_id.

  



    

  
    
      
    
    
      build_indices(server \\ __MODULE__)



        
          
        

    

  


  

      

          @spec build_indices(GenServer.server()) ::
  {:ok, %{status: String.t()}} | {:error, term()}


      


Build indices and constraints across the whole graph.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



    

  
    
      
    
    
      for(server \\ __MODULE__, group_id)



        
          
        

    

  


  

      

          @spec for(GenServer.server(), String.t()) :: any()


      


Return the Graphiti instance for group_id, creating it on first use.
Concurrent callers do not block each other once the instance is cached.
Construction itself is serialised through the GenServer so two callers
asking for the same group_id at the same time don't both construct it.

  



  
    
      
    
    
      graphiti_boundary_spec(map)



        
          
        

    

  


  

      

          @spec graphiti_boundary_spec(map()) :: %{optional(atom()) => term()}


      


Pure projection from an __ontology__/0 payload to the plain data handed
across the Pythonx boundary. A graphiti add_episode kwarg
(entity_types, edge_types, edge_type_map, excluded_entity_types) is
populated iff its payload collection is present; the Pythonx side never
re-decides inclusion, it materialises exactly what this spec carries. No
Pythonx, no LLM — this is the deterministic contract the materialisation
half trusts.

  



    

  
    
      
    
    
      remove_episode(server \\ __MODULE__, group_id, episode_uuid)



        
          
        

    

  


  

      

          @spec remove_episode(GenServer.server(), String.t(), String.t()) ::
  :ok | {:error, term()}


      


Remove an episode and its orphaned edges/nodes from the graph.
Calls graphiti's remove_episode(uuid) which deletes the episode, its
entity edges that were created by that episode, and any entity nodes
referenced only by the deleted episode.

  



    

  
    
      
    
    
      search(server \\ __MODULE__, group_id, query, max_results)



        
          
        

    

  


  

      

          @spec search(GenServer.server(), String.t(), String.t(), pos_integer()) ::
  {:ok, [map()]} | {:error, term()}


      


Run graphiti's hybrid search against group_id. Returns
{:ok, [%{fact:, created_at:, valid_at:, invalid_at:, expired_at:}]}
ready for Gralkor.Format.format_facts/1.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Gralkor.Interpret 
    



      
Filter retrieved graph facts down to those relevant to the conversation,
using the configured LLM.
Two responsibilities, each its own tree:
	build_interpretation_context/3 — pure: assemble the LLM prompt from
conversation messages and a formatted facts string, dropping oldest
messages until the prompt fits the configured char budget. Renders
role labels using agent_name.
	interpret_facts/5 — call the LLM with that prompt and a structured-
output schema; return the list of relevant facts the LLM selected.

See ex-interpret and ex-interpret-context in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Types
  


    
      
        interpret_fn()

      


    





  
    Functions
  


    
      
        build_interpretation_context(messages, facts_text, agent_name, opts \\ [])

      


        Assemble the LLM prompt from conversation messages and the formatted facts.



    


    
      
        interpret_facts(messages, facts_text, interpret_fn, agent_name, opts \\ [])

      


        Run the LLM over the conversation context + facts text, returning the
filtered list of relevant facts.



    


    
      
        interpret_schema()

      


        Schema for the structured-output response the LLM returns.



    





      


      
        Types


        


  
    
      
    
    
      interpret_fn()



        
          
        

    

  


  

      

          @type interpret_fn() :: (String.t(), pos_integer() ->
                     {:ok, [String.t()]} | {:error, term()})


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      build_interpretation_context(messages, facts_text, agent_name, opts \\ [])



        
          
        

    

  


  

      

          @spec build_interpretation_context(
  [Gralkor.Message.t()],
  String.t(),
  String.t(),
  keyword()
) ::
  String.t()


      


Assemble the LLM prompt from conversation messages and the formatted facts.
Drops oldest messages until the assembled prompt fits the char budget
(opts[:budget], default 8000). Raises on blank agent_name.

  



    

  
    
      
    
    
      interpret_facts(messages, facts_text, interpret_fn, agent_name, opts \\ [])



        
          
        

    

  


  

      

          @spec interpret_facts(
  [Gralkor.Message.t()],
  String.t(),
  interpret_fn(),
  String.t(),
  keyword()
) :: [
  String.t()
]


      


Run the LLM over the conversation context + facts text, returning the
filtered list of relevant facts.
opts[:output_token_budget] (default 2000) is
passed to interpret_fn so the LLM-side wiring can set max_tokens on the
provider call, and is also rendered into the prompt as a self-limit
instruction.
Raises Gralkor.InterpretParseFailed if the LLM returns a response that
can't be parsed against the schema (truncation, schema mismatch). Raises
RuntimeError if the call returns {:error, _} (upstream LLM failure).
Raises ArgumentError if agent_name is blank or the output token budget
is non-positive/non-integer.

  



  
    
      
    
    
      interpret_schema()



        
          
        

    

  


  

      

          @spec interpret_schema() :: keyword()


      


Schema for the structured-output response the LLM returns.

  


        

      


  

    
Gralkor.Message 
    



      
Canonical message shape that Gralkor expects at its port boundary.
One shape, three roles. Adapters normalise their harness's events into this
form before calling Gralkor.Client.capture/3.
	:role — "user" | "assistant" | "behaviour". behaviour collapses
thinking, tool calls, tool results, and any other harness-internal
activity into a single role; Gralkor does not branch on interior shape
beyond role.

	:content — a string. Adapters choose how to render their events;
Gralkor passes the content through to the distillation LLM and to the
interpret prompt, labelled only by role.


      


      
        Summary


  
    Types
  


    
      
        role()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(role, content)

      


    





      


      
        Types


        


  
    
      
    
    
      role()



        
          
        

    

  


  

      

          @type role() :: String.t()


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Gralkor.Message{content: String.t(), role: role()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(role, content)



        
          
        

    

  


  

      

          @spec new(role(), String.t()) :: t()


      



  


        

      


  

    
Gralkor.Ontology 
    



      
Declare an entity-and-relationship ontology for graphiti's custom entity
extraction.
A consumer writes:
defmodule MyOntology do
  use Gralkor.Ontology, entities: :strict, relationships: :scoped

  entity User do
    field :handle,   :string, required: true, doc: "stable login handle"
    field :timezone, :string,                  doc: "IANA tz"
  end

  entity Preference do
    field :description, :string, required: true
  end

  from User do
    prefers Preference do
      field :since, :string, doc: "date first observed"
    end
    trusts User
  end
end
The macro produces MyOntology.__ontology__/0 — a payload the Pythonx
layer translates into graphiti's entity_types, edge_types,
edge_type_map, and excluded_entity_types. The Elixir side never
constructs Pydantic classes.
See ex-ontology and ex-ontology-payload in TEST_TREES.md.

      


      
        Summary


  
    Functions
  


    
      
        entity(other, arg2)

      


    


    
      
        field(name, type, opts \\ [])

      


    


    
      
        from(other, arg2)

      


    


    
      
        from_verb_call(verb, target)

      


    


    
      
        from_verb_call(verb, target, list)

      


    





      


      
        Functions


        


  
    
      
    
    
      entity(other, arg2)


        (macro)


        
          
        

    

  


  


  



    

  
    
      
    
    
      field(name, type, opts \\ [])


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      from(other, arg2)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      from_verb_call(verb, target)


        (macro)


        
          
        

    

  


  


  



  
    
      
    
    
      from_verb_call(verb, target, list)


        (macro)


        
          
        

    

  


  


  


        

      


  

    
Gralkor.Python 
    



      
PythonX runtime owner for the embedded Gralkor stack.
Responsibilities, all in init/1:
	Reap redislite orphans. falkordblite (loaded into PythonX in this
BEAM) spawns a redis-server grandchild. A hard BEAM SIGKILL leaves
it orphaned. SIGKILL anything matching redislite/bin/redis-server
before we boot — safe because this runs before our own Python init,
so anything matching is by definition not ours-yet, and the path is
unique to falkordblite.

	Materialise the venv + initialise the interpreter via
Pythonx.uv_init/2 from the jido_gralkor-owned @pyproject_toml. This
is what makes the embedded Python stack self-contained: the consumer
(e.g. susu) configures nothing about Python — the graphiti-core pin is
jido_gralkor's private detail. Guarded against re-init (the Pythonx NIF
throws "already been initialized" on a second call) so multiple boots
in one VM — as functional-test modules do — are safe.

	Smoke-import graphiti_core through PythonX so any venv / import
failure surfaces at boot rather than on the first real call.


See ex-python-runtime in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        ensure_initialised()

      


        Materialise the uv-managed venv and initialise the PythonX interpreter from
the jido_gralkor-owned @pyproject_toml. Idempotent within a VM: a flag in
:persistent_term short-circuits the second call so we never hit the NIF's
"already been initialized" guard when more than one Gralkor.Python boots.



    


    
      
        install_async_runtime()

      


        Spin up a daemon-thread asyncio event loop and stash it on asyncio as
_gralkor_loop plus a _gralkor_run(coro) helper that submits onto it.



    


    
      
        reap_redislite_orphans(list_orphans, kill_pid)

      


        SIGKILL every pid the listing function returns. Pure plumbing — accepts
injected list/kill functions so the unit test doesn't have to spawn real
redis processes.



    


    
      
        smoke_import_graphiti()

      


        Try to import graphiti_core via Pythonx; surface any failure as
{:error, _}.



    


    
      
        start_link(opts \\ [])

      


    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      ensure_initialised()



        
          
        

    

  


  

      

          @spec ensure_initialised() :: :ok | {:error, term()}


      


Materialise the uv-managed venv and initialise the PythonX interpreter from
the jido_gralkor-owned @pyproject_toml. Idempotent within a VM: a flag in
:persistent_term short-circuits the second call so we never hit the NIF's
"already been initialized" guard when more than one Gralkor.Python boots.

  



  
    
      
    
    
      install_async_runtime()



        
          
        

    

  


  

      

          @spec install_async_runtime() :: :ok | {:error, term()}


      


Spin up a daemon-thread asyncio event loop and stash it on asyncio as
_gralkor_loop plus a _gralkor_run(coro) helper that submits onto it.
Must run once per Pythonx interpreter, before any code that calls into
graphiti via asyncio._gralkor_run. Idempotent — the second call is a
no-op.
Why: Pythonx.eval creates a fresh event loop per asyncio.run call.
AsyncFalkorDB (and any redis-async connection) binds its connections to
the loop they were created on; reusing them on a different loop raises
"Future attached to a different loop". The spike measured the alternative
pattern (Step 6 in pythonx-spike/spike.exs) at ~56µs per call vs ~112µs
for asyncio.run — and, crucially, it shares one loop across all calls
so connection reuse works.

  



  
    
      
    
    
      reap_redislite_orphans(list_orphans, kill_pid)



        
          
        

    

  


  

      

          @spec reap_redislite_orphans((-> [integer()]), (integer() -> any())) ::
  :ok | {:error, term()}


      


SIGKILL every pid the listing function returns. Pure plumbing — accepts
injected list/kill functions so the unit test doesn't have to spawn real
redis processes.

  



  
    
      
    
    
      smoke_import_graphiti()



        
          
        

    

  


  

      

          @spec smoke_import_graphiti() :: :ok | {:error, term()}


      


Try to import graphiti_core via Pythonx; surface any failure as
{:error, _}.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Gralkor.Recall 
    



      
Orchestrate one recall call: search the graph, interpret the hits against
the buffered conversation, wrap the result in a <gralkor-memory> block.
Pure orchestration — all dependencies (search, interpret LLM call, turns
source) are passed as functions in opts. Production wiring lives in
Gralkor.Client.Native.
See ex-recall in gralkor/TEST_TREES.md.

      


      
        Summary


  
    Types
  


    
      
        group_id()

      


    


    
      
        interpret_fn()

      


    


    
      
        opts()

      


    


    
      
        search_fn()

      


    


    
      
        session_id()

      


    


    
      
        turns_fn()

      


    





  
    Functions
  


    
      
        recall(group_id, agent_name, session_id, query, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      group_id()



        
          
        

    

  


  

      

          @type group_id() :: String.t()


      



  



  
    
      
    
    
      interpret_fn()



        
          
        

    

  


  

      

          @type interpret_fn() :: (String.t(), pos_integer() ->
                     {:ok, [String.t()]} | {:error, term()})


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [
  search_fn: search_fn(),
  gen_search_fn: search_fn(),
  interpret_fn: interpret_fn(),
  turns_fn: turns_fn(),
  max_results: pos_integer(),
  deadline_ms: pos_integer(),
  output_token_budget: pos_integer()
]


      



  



  
    
      
    
    
      search_fn()



        
          
        

    

  


  

      

          @type search_fn() :: (group_id(), query :: String.t(), max :: pos_integer() ->
                  {:ok, [String.t()]} | {:error, term()})


      



  



  
    
      
    
    
      session_id()



        
          
        

    

  


  

      

          @type session_id() :: String.t() | nil


      



  



  
    
      
    
    
      turns_fn()



        
          
        

    

  


  

      

          @type turns_fn() :: (String.t() -> [[Gralkor.Message.t()]])


      



  


        

      

      
        Functions


        


  
    
      
    
    
      recall(group_id, agent_name, session_id, query, opts)



        
          
        

    

  


  

      

          @spec recall(group_id(), String.t(), session_id(), String.t(), opts()) ::
  {:ok, String.t()} | {:error, :recall_deadline_expired | term()}


      



  


        

      


  

    
JidoGralkor.Actions.MemoryAdd 
    



      
ReAct tool the LLM can call to store a thought or decision in memory.
Conversations are already captured automatically via the capture hook
in JidoGralkor.Plugin; this tool is for higher-level insights the
agent wants to preserve explicitly.
Fire-and-forget: the HTTP call to Gralkor is spawned in a background
Task and the action returns immediately. The server-side write
invokes Graphiti's entity/edge extraction (LLM + graph update),
which takes tens of seconds — far longer than the agent should wait
before replying. Failures are logged; best-effort storage is the
contract. Jido does not have native async tool calls.

      


      
        Summary


  
    Functions
  


    
      
        __action_metadata__()

      


        Returns the Action metadata. Alias for to_json/0.



    


    
      
        category()

      


        Returns the category of the Action.



    


    
      
        description()

      


        Returns the description of the Action.



    


    
      
        name()

      


        Returns the name of the Action.



    


    
      
        on_after_run(result)

      


        Lifecycle hook called after Action execution.



    


    
      
        on_after_validate_output(output)

      


        Lifecycle hook called after output validation.



    


    
      
        on_after_validate_params(params)

      


        Lifecycle hook called after parameter validation.



    


    
      
        on_before_validate_output(output)

      


        Lifecycle hook called before output validation.



    


    
      
        on_before_validate_params(params)

      


        Lifecycle hook called before parameter validation.



    


    
      
        on_error(failed_params, error, context, opts)

      


        Lifecycle hook called when an error occurs.



    


    
      
        output_schema()

      


        Returns the output schema of the Action.



    


    
      
        run(params, context)

      


        Executes the Action with the given parameters and context.



    


    
      
        schema()

      


        Returns the input schema of the Action.



    


    
      
        tags()

      


        Returns the tags associated with the Action.



    


    
      
        to_json()

      


        Returns the Action metadata as a JSON-serializable map.



    


    
      
        to_tool()

      


        Converts the Action to an LLM-compatible tool format.



    


    
      
        validate_output(output)

      


        Validates the output result for the Action.



    


    
      
        validate_params(params)

      


        Validates the input parameters for the Action.



    


    
      
        vsn()

      


        Returns the version of the Action.



    





      


      
        Functions


        


  
    
      
    
    
      __action_metadata__()



        
          
        

    

  


  

Returns the Action metadata. Alias for to_json/0.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

Returns the category of the Action.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

Returns the description of the Action.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

Returns the name of the Action.

  



  
    
      
    
    
      on_after_run(result)



        
          
        

    

  


  

Lifecycle hook called after Action execution.

  



  
    
      
    
    
      on_after_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called after output validation.

  



  
    
      
    
    
      on_after_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called after parameter validation.

  



  
    
      
    
    
      on_before_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called before output validation.

  



  
    
      
    
    
      on_before_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called before parameter validation.

  



  
    
      
    
    
      on_error(failed_params, error, context, opts)



        
          
        

    

  


  

Lifecycle hook called when an error occurs.

  



  
    
      
    
    
      output_schema()



        
          
        

    

  


  

Returns the output schema of the Action.

  



  
    
      
    
    
      run(params, context)



        
          
        

    

  


  

Executes the Action with the given parameters and context.
The run/2 function must be implemented in the module using Jido.Action.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the input schema of the Action.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

Returns the tags associated with the Action.

  



  
    
      
    
    
      to_json()



        
          
        

    

  


  

Returns the Action metadata as a JSON-serializable map.

  



  
    
      
    
    
      to_tool()



        
          
        

    

  


  

Converts the Action to an LLM-compatible tool format.

  



  
    
      
    
    
      validate_output(output)



        
          
        

    

  


  

      

          @spec validate_output(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the output result for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     output_schema: [
...>       result: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_output(%{result: "test", extra: "ignored"})
{:ok, %{result: "test", extra: "ignored"}}

iex> ExampleAction.validate_output(%{extra: "ignored"})
{:error, "Invalid output for Action: Required key :result not found"}

  



  
    
      
    
    
      validate_params(params)



        
          
        

    

  


  

      

          @spec validate_params(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the input parameters for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     schema: [
...>       input: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_params(%{input: "test"})
{:ok, %{input: "test"}}

iex> ExampleAction.validate_params(%{})
{:error, "Invalid parameters for Action: Required key :input not found"}

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

Returns the version of the Action.

  


        

      


  

    
JidoGralkor.Actions.MemoryBuildCommunities 
    



      
Admin tool that runs Graphiti's community detection over this agent's
memory partition.
The :description is deliberately worded as a hard "DO NOT CALL" to
the LLM. This is expensive operator-maintenance — calling it unprompted
wastes time. Only useful when the operator (not the agent) has decided
community detection should run, typically after significant ingestion.
group_id is derived from context[:agent_id] via
Gralkor.Client.sanitize_group_id/1 — the community build is scoped to
this agent's graph partition.

      


      
        Summary


  
    Functions
  


    
      
        __action_metadata__()

      


        Returns the Action metadata. Alias for to_json/0.



    


    
      
        category()

      


        Returns the category of the Action.



    


    
      
        description()

      


        Returns the description of the Action.



    


    
      
        name()

      


        Returns the name of the Action.



    


    
      
        on_after_run(result)

      


        Lifecycle hook called after Action execution.



    


    
      
        on_after_validate_output(output)

      


        Lifecycle hook called after output validation.



    


    
      
        on_after_validate_params(params)

      


        Lifecycle hook called after parameter validation.



    


    
      
        on_before_validate_output(output)

      


        Lifecycle hook called before output validation.



    


    
      
        on_before_validate_params(params)

      


        Lifecycle hook called before parameter validation.



    


    
      
        on_error(failed_params, error, context, opts)

      


        Lifecycle hook called when an error occurs.



    


    
      
        output_schema()

      


        Returns the output schema of the Action.



    


    
      
        run(params, context)

      


        Executes the Action with the given parameters and context.



    


    
      
        schema()

      


        Returns the input schema of the Action.



    


    
      
        tags()

      


        Returns the tags associated with the Action.



    


    
      
        to_json()

      


        Returns the Action metadata as a JSON-serializable map.



    


    
      
        to_tool()

      


        Converts the Action to an LLM-compatible tool format.



    


    
      
        validate_output(output)

      


        Validates the output result for the Action.



    


    
      
        validate_params(params)

      


        Validates the input parameters for the Action.



    


    
      
        vsn()

      


        Returns the version of the Action.



    





      


      
        Functions


        


  
    
      
    
    
      __action_metadata__()



        
          
        

    

  


  

Returns the Action metadata. Alias for to_json/0.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

Returns the category of the Action.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

Returns the description of the Action.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

Returns the name of the Action.

  



  
    
      
    
    
      on_after_run(result)



        
          
        

    

  


  

Lifecycle hook called after Action execution.

  



  
    
      
    
    
      on_after_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called after output validation.

  



  
    
      
    
    
      on_after_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called after parameter validation.

  



  
    
      
    
    
      on_before_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called before output validation.

  



  
    
      
    
    
      on_before_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called before parameter validation.

  



  
    
      
    
    
      on_error(failed_params, error, context, opts)



        
          
        

    

  


  

Lifecycle hook called when an error occurs.

  



  
    
      
    
    
      output_schema()



        
          
        

    

  


  

Returns the output schema of the Action.

  



  
    
      
    
    
      run(params, context)



        
          
        

    

  


  

Executes the Action with the given parameters and context.
The run/2 function must be implemented in the module using Jido.Action.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the input schema of the Action.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

Returns the tags associated with the Action.

  



  
    
      
    
    
      to_json()



        
          
        

    

  


  

Returns the Action metadata as a JSON-serializable map.

  



  
    
      
    
    
      to_tool()



        
          
        

    

  


  

Converts the Action to an LLM-compatible tool format.

  



  
    
      
    
    
      validate_output(output)



        
          
        

    

  


  

      

          @spec validate_output(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the output result for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     output_schema: [
...>       result: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_output(%{result: "test", extra: "ignored"})
{:ok, %{result: "test", extra: "ignored"}}

iex> ExampleAction.validate_output(%{extra: "ignored"})
{:error, "Invalid output for Action: Required key :result not found"}

  



  
    
      
    
    
      validate_params(params)



        
          
        

    

  


  

      

          @spec validate_params(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the input parameters for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     schema: [
...>       input: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_params(%{input: "test"})
{:ok, %{input: "test"}}

iex> ExampleAction.validate_params(%{})
{:error, "Invalid parameters for Action: Required key :input not found"}

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

Returns the version of the Action.

  


        

      


  

    
JidoGralkor.Actions.MemoryBuildIndices 
    



      
Admin tool that rebuilds Gralkor's graph search indices.
The :description is deliberately worded as a hard "DO NOT CALL" to
the LLM. This is operator-maintenance — calling it unprompted wastes
time and adds nothing the user will notice. The action is only useful
when the operator (not the agent) has decided the indices need
rebuilding, typically after a schema change or when search results
look stale.
No arguments: the operation runs across the whole graph, not a
specific group.

      


      
        Summary


  
    Functions
  


    
      
        __action_metadata__()

      


        Returns the Action metadata. Alias for to_json/0.



    


    
      
        category()

      


        Returns the category of the Action.



    


    
      
        description()

      


        Returns the description of the Action.



    


    
      
        name()

      


        Returns the name of the Action.



    


    
      
        on_after_run(result)

      


        Lifecycle hook called after Action execution.



    


    
      
        on_after_validate_output(output)

      


        Lifecycle hook called after output validation.



    


    
      
        on_after_validate_params(params)

      


        Lifecycle hook called after parameter validation.



    


    
      
        on_before_validate_output(output)

      


        Lifecycle hook called before output validation.



    


    
      
        on_before_validate_params(params)

      


        Lifecycle hook called before parameter validation.



    


    
      
        on_error(failed_params, error, context, opts)

      


        Lifecycle hook called when an error occurs.



    


    
      
        output_schema()

      


        Returns the output schema of the Action.



    


    
      
        run(params, context)

      


        Executes the Action with the given parameters and context.



    


    
      
        schema()

      


        Returns the input schema of the Action.



    


    
      
        tags()

      


        Returns the tags associated with the Action.



    


    
      
        to_json()

      


        Returns the Action metadata as a JSON-serializable map.



    


    
      
        to_tool()

      


        Converts the Action to an LLM-compatible tool format.



    


    
      
        validate_output(output)

      


        Validates the output result for the Action.



    


    
      
        validate_params(params)

      


        Validates the input parameters for the Action.



    


    
      
        vsn()

      


        Returns the version of the Action.



    





      


      
        Functions


        


  
    
      
    
    
      __action_metadata__()



        
          
        

    

  


  

Returns the Action metadata. Alias for to_json/0.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

Returns the category of the Action.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

Returns the description of the Action.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

Returns the name of the Action.

  



  
    
      
    
    
      on_after_run(result)



        
          
        

    

  


  

Lifecycle hook called after Action execution.

  



  
    
      
    
    
      on_after_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called after output validation.

  



  
    
      
    
    
      on_after_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called after parameter validation.

  



  
    
      
    
    
      on_before_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called before output validation.

  



  
    
      
    
    
      on_before_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called before parameter validation.

  



  
    
      
    
    
      on_error(failed_params, error, context, opts)



        
          
        

    

  


  

Lifecycle hook called when an error occurs.

  



  
    
      
    
    
      output_schema()



        
          
        

    

  


  

Returns the output schema of the Action.

  



  
    
      
    
    
      run(params, context)



        
          
        

    

  


  

Executes the Action with the given parameters and context.
The run/2 function must be implemented in the module using Jido.Action.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the input schema of the Action.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

Returns the tags associated with the Action.

  



  
    
      
    
    
      to_json()



        
          
        

    

  


  

Returns the Action metadata as a JSON-serializable map.

  



  
    
      
    
    
      to_tool()



        
          
        

    

  


  

Converts the Action to an LLM-compatible tool format.

  



  
    
      
    
    
      validate_output(output)



        
          
        

    

  


  

      

          @spec validate_output(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the output result for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     output_schema: [
...>       result: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_output(%{result: "test", extra: "ignored"})
{:ok, %{result: "test", extra: "ignored"}}

iex> ExampleAction.validate_output(%{extra: "ignored"})
{:error, "Invalid output for Action: Required key :result not found"}

  



  
    
      
    
    
      validate_params(params)



        
          
        

    

  


  

      

          @spec validate_params(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the input parameters for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     schema: [
...>       input: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_params(%{input: "test"})
{:ok, %{input: "test"}}

iex> ExampleAction.validate_params(%{})
{:error, "Invalid parameters for Action: Required key :input not found"}

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

Returns the version of the Action.

  


        

      


  

    
JidoGralkor.Actions.MemorySearch 
    



      
ReAct tool the LLM can call to search long-term memory.
Calls Gralkor.Client.recall/3. group_id is sanitized from
context[:agent_id] and session_id is read from
context[:session_id] (planted by JidoGralkor.Plugin on
ai.react.query).
Short-circuits with an explicit non-result message when:
	session_id is absent or blank (first query of a fresh agent,
before the ReAct strategy committed a thread), or
	query is blank — defensive against forced-tool-call paths
(tool_choice: memory_search) where the LLM is required to
invoke the tool but has nothing meaningful to search for.

Otherwise returns the memory block the server produced. Errors
propagate.

      


      
        Summary


  
    Functions
  


    
      
        __action_metadata__()

      


        Returns the Action metadata. Alias for to_json/0.



    


    
      
        category()

      


        Returns the category of the Action.



    


    
      
        description()

      


        Returns the description of the Action.



    


    
      
        name()

      


        Returns the name of the Action.



    


    
      
        on_after_run(result)

      


        Lifecycle hook called after Action execution.



    


    
      
        on_after_validate_output(output)

      


        Lifecycle hook called after output validation.



    


    
      
        on_after_validate_params(params)

      


        Lifecycle hook called after parameter validation.



    


    
      
        on_before_validate_output(output)

      


        Lifecycle hook called before output validation.



    


    
      
        on_before_validate_params(params)

      


        Lifecycle hook called before parameter validation.



    


    
      
        on_error(failed_params, error, context, opts)

      


        Lifecycle hook called when an error occurs.



    


    
      
        output_schema()

      


        Returns the output schema of the Action.



    


    
      
        run(params, context)

      


        Executes the Action with the given parameters and context.



    


    
      
        schema()

      


        Returns the input schema of the Action.



    


    
      
        tags()

      


        Returns the tags associated with the Action.



    


    
      
        to_json()

      


        Returns the Action metadata as a JSON-serializable map.



    


    
      
        to_tool()

      


        Converts the Action to an LLM-compatible tool format.



    


    
      
        validate_output(output)

      


        Validates the output result for the Action.



    


    
      
        validate_params(params)

      


        Validates the input parameters for the Action.



    


    
      
        vsn()

      


        Returns the version of the Action.



    





      


      
        Functions


        


  
    
      
    
    
      __action_metadata__()



        
          
        

    

  


  

Returns the Action metadata. Alias for to_json/0.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

Returns the category of the Action.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

Returns the description of the Action.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

Returns the name of the Action.

  



  
    
      
    
    
      on_after_run(result)



        
          
        

    

  


  

Lifecycle hook called after Action execution.

  



  
    
      
    
    
      on_after_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called after output validation.

  



  
    
      
    
    
      on_after_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called after parameter validation.

  



  
    
      
    
    
      on_before_validate_output(output)



        
          
        

    

  


  

Lifecycle hook called before output validation.

  



  
    
      
    
    
      on_before_validate_params(params)



        
          
        

    

  


  

Lifecycle hook called before parameter validation.

  



  
    
      
    
    
      on_error(failed_params, error, context, opts)



        
          
        

    

  


  

Lifecycle hook called when an error occurs.

  



  
    
      
    
    
      output_schema()



        
          
        

    

  


  

Returns the output schema of the Action.

  



  
    
      
    
    
      run(params, context)



        
          
        

    

  


  

Executes the Action with the given parameters and context.
The run/2 function must be implemented in the module using Jido.Action.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the input schema of the Action.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

Returns the tags associated with the Action.

  



  
    
      
    
    
      to_json()



        
          
        

    

  


  

Returns the Action metadata as a JSON-serializable map.

  



  
    
      
    
    
      to_tool()



        
          
        

    

  


  

Converts the Action to an LLM-compatible tool format.

  



  
    
      
    
    
      validate_output(output)



        
          
        

    

  


  

      

          @spec validate_output(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the output result for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     output_schema: [
...>       result: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_output(%{result: "test", extra: "ignored"})
{:ok, %{result: "test", extra: "ignored"}}

iex> ExampleAction.validate_output(%{extra: "ignored"})
{:error, "Invalid output for Action: Required key :result not found"}

  



  
    
      
    
    
      validate_params(params)



        
          
        

    

  


  

      

          @spec validate_params(map()) :: {:ok, map()} | {:error, String.t()}


      


Validates the input parameters for the Action.
Examples
iex> defmodule ExampleAction do
...>   use Jido.Action,
...>     name: "example_action",
...>     schema: [
...>       input: [type: :string, required: true]
...>     ]
...> end
...> ExampleAction.validate_params(%{input: "test"})
{:ok, %{input: "test"}}

iex> ExampleAction.validate_params(%{})
{:error, "Invalid parameters for Action: Required key :input not found"}

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

Returns the version of the Action.

  


        

      


  

    
JidoGralkor.Canonical 
    



      
Converts a Jido/ReAct turn into Gralkor's canonical message shape.
Gralkor accepts a flat list of %Gralkor.Message{role, content} where
role ∈ {"user", "assistant", "behaviour"}. Adapter responsibility:
	render the Jido ReAct event trace into "behaviour" messages
using whatever textual form reads well for distillation;
	filter events that aren't memory-worthy.

The user_query passed in is expected to be the user's actual words —
not enriched with memory blocks, identity envelopes, or any other
harness-injected context. In the hexagonal split, prompt-time
enrichment belongs in a Jido.AI.Reasoning.ReAct.RequestTransformer
that wraps context for the LLM but leaves :query alone, so downstream
state (buffer, request store, capture) never carries injected junk.
The server never branches on interior structure — only on role. The
LLM is forgiving about the exact behaviour wording, so the rendering
here is free to evolve.

      


      
        Summary


  
    Types
  


    
      
        outcome()

      


    





  
    Functions
  


    
      
        to_messages(user_query, events, outcome)

      


        Normalise a Jido/ReAct turn into a list of canonical Gralkor messages.



    





      


      
        Types


        


  
    
      
    
    
      outcome()



        
          
        

    

  


  

      

          @type outcome() :: {:completed, String.t()} | {:failed, term()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      to_messages(user_query, events, outcome)



        
          
        

    

  


  

      

          @spec to_messages(String.t(), [map()], outcome()) :: [Gralkor.Message.t()]


      


Normalise a Jido/ReAct turn into a list of canonical Gralkor messages.
Returns [] when there's nothing worth persisting — callers use that
to skip the capture call entirely.

  


        

      


  

    
JidoGralkor.ContextRotator 
    



      
Memory consolidation for a long-lived Jido agent.
Rotation = flush the active Gralkor session to long-term memory, then
install a fresh Jido.Thread on the agent (so the next turn runs under
a new session_id) and replace the ReAct strategy's projected context
with a compacted version (system prompt + summary of pre-rotation turns
	the most recent N turns verbatim). The agent process is never stopped
— any async work it supervises survives.

Consumers call rotate_now/2 directly to trigger a rotation (e.g. on
a /new chat command). For periodic rotation, wrap rotate_now/2 in
a timer loop (a separate GenServer in the consumer, or a Jido sensor).
This module talks to the AgentServer through Jido.AgentServer.call/3
and Jido.AgentServer.cast/2 so all state mutations happen inside the
agent's own process — no parallel state in this module.

      


      
        Summary


  
    Types
  


    
      
        opts()

      


    





  
    Functions
  


    
      
        rotate_now(agent_pid, opts \\ [])

      


        Rotate the agent's active session immediately.



    





      


      
        Types


        


  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: [flush_timeout_ms: pos_integer(), keep_last_n: non_neg_integer()]


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      rotate_now(agent_pid, opts \\ [])



        
          
        

    

  


  

      

          @spec rotate_now(pid(), opts()) :: :ok | {:error, term()}


      


Rotate the agent's active session immediately.
On success: the buffered turns are flushed to long-term memory and a
fresh Jido thread is installed (new session id). The rotated thread is
seeded with two slices:
	The most recent :keep_last_n entries that existed BEFORE the
flush — for short-range conversational continuity (these are
in long-term memory now; we keep them for the LLM's immediate
working set).
	Any thread entries appended DURING the flush — those represent
turns that weren't part of the just-flushed batch (an in-flight
turn arriving while the rotation was running). They're preserved
so the rotator never drops un-captured work.

Entries that existed pre-flush and aren't in the :keep_last_n tail
are dropped from the in-memory context — they've been moved to
long-term memory, recall is the path back.
Returns :ok on success, {:error, reason} if the flush fails (in
which case the active thread and session id are unchanged so the next
attempt sees the same buffer).
Options:
	:flush_timeout_ms — timeout passed to Gralkor.Client.flush_and_await/2.
Default 30000.
	:keep_last_n — number of most-recent pre-flush entries to retain
in the rotated thread for continuity. Default
4. Pass 0 to drop everything that was
flushed (preserving only in-flight entries).

When the agent has no committed thread yet, returns :ok without any
side effects.

  


        

      


  

    
JidoGralkor.Lifecycle 
    



      
Jido.AgentServer.Lifecycle implementation that flushes the active
Gralkor session when an agent process terminates.
Sole job: on terminate/2, read the committed Jido thread id from
state.agent.state[:__thread__].id and fire-and-forget
Gralkor.Client.flush(thread_id) so the buffered turns don't strand
in Gralkor.CaptureBuffer state outliving the agent. Failures are
logged but never block termination. First-turn agents (no thread
committed yet) terminate without calling Gralkor.
Memory consolidation while the agent is alive is owned by
JidoGralkor.ContextRotator, not this module. The AgentServer's
built-in :idle_timeout knob is unaffected — consumers can use it
directly if they want a reaper, but this module no longer wires one
on their behalf.

      




  

    
JidoGralkor.Plugin 
    



      
Jido plugin that replaces Jido.Memory.BasicPlugin with Gralkor-backed
memory. Claims the :__memory__ slot so it is the only memory plugin
attached to the agent.
On ai.react.query the plugin plants two values on the signal's
tool_context so the MemorySearch ReAct tool can find them:
	:session_id — the current Jido thread id (read from
agent.state[:__thread__].id). Absent when no thread is
committed yet (first query of a fresh agent, before the ReAct
strategy's ThreadAgent.append runs inside @start); on that
turn MemorySearch short-circuits with a non-result message.
	:agent_name — the value supplied at mount.

The plugin does not call Gralkor.Client.recall/3 on its own.
Recall is the LLM's job, invoked through the MemorySearch tool.
Consumers force it on the first ReAct iteration via
JidoGralkor.ReAct.maybe_force_memory_search/2 from their
Jido.AI.Reasoning.ReAct.RequestTransformer.
Capture fires on ai.request.completed / ai.request.failed: the
full request trace and assistant answer are normalised via
JidoGralkor.Canonical.to_messages/3 into Gralkor's canonical
[%Gralkor.Message{role, content}] shape and shipped to the server,
which keeps the rolling conversation buffer keyed by session_id.
Capture is skipped if the thread isn't present (first-turn failure
with nothing committed) or if the canonical message list is empty.
Capture failures raise (Gralkor capture is server-side buffered and
its retry lives in the capture buffer, not here — a raise from
capture/3 means the server is unreachable).

      


      
        Summary


  
    Functions
  


    
      
        __plugin_metadata__()

      


        Returns metadata for Jido.Discovery integration.



    


    
      
        actions()

      


        Returns the list of action modules provided by this plugin.



    


    
      
        capabilities()

      


        Returns the capabilities provided by this plugin.



    


    
      
        category()

      


        Returns the plugin's category.



    


    
      
        config_schema()

      


        Returns the Zoi schema for per-agent configuration.



    


    
      
        description()

      


        Returns the plugin's description.



    


    
      
        manifest()

      


        Returns the plugin manifest with all metadata.



    


    
      
        name()

      


        Returns the plugin's name.



    


    
      
        otp_app()

      


        Returns the OTP application for config resolution.



    


    
      
        plugin_spec(config \\ %{})

      


        Returns the plugin specification with optional per-agent configuration.



    


    
      
        requires()

      


        Returns the requirements for this plugin.



    


    
      
        schedules()

      


        Returns the schedules for this plugin.



    


    
      
        schema()

      


        Returns the Zoi schema for plugin state.



    


    
      
        signal_patterns()

      


        Returns the signal patterns this plugin handles.



    


    
      
        signal_routes()

      


        Returns the signal routes for this plugin.



    


    
      
        singleton?()

      


        Returns whether this plugin is a singleton.



    


    
      
        state_key()

      


        Returns the key used to store plugin state in the agent.



    


    
      
        subscriptions()

      


        Returns the sensor subscriptions for this plugin.



    


    
      
        tags()

      


        Returns the plugin's tags.



    


    
      
        vsn()

      


        Returns the plugin's version.



    





      


      
        Functions


        


  
    
      
    
    
      __plugin_metadata__()



        
          
        

    

  


  

      

          @spec __plugin_metadata__() :: map()


      


Returns metadata for Jido.Discovery integration.
This function is used by Jido.Discovery to index plugins
for fast lookup and filtering.

  



  
    
      
    
    
      actions()



        
          
        

    

  


  

      

          @spec actions() :: [module()]


      


Returns the list of action modules provided by this plugin.

  



  
    
      
    
    
      capabilities()



        
          
        

    

  


  

      

          @spec capabilities() :: [atom()]


      


Returns the capabilities provided by this plugin.

  



  
    
      
    
    
      category()



        
          
        

    

  


  

      

          @spec category() :: String.t() | nil


      


Returns the plugin's category.

  



  
    
      
    
    
      config_schema()



        
          
        

    

  


  

      

          @spec config_schema() :: Zoi.schema() | nil


      


Returns the Zoi schema for per-agent configuration.

  



  
    
      
    
    
      description()



        
          
        

    

  


  

      

          @spec description() :: String.t() | nil


      


Returns the plugin's description.

  



  
    
      
    
    
      manifest()



        
          
        

    

  


  

      

          @spec manifest() :: Jido.Plugin.Manifest.t()


      


Returns the plugin manifest with all metadata.
The manifest provides compile-time metadata for discovery
and introspection, including capabilities, requirements,
signal routes, and schedules.

  



  
    
      
    
    
      name()



        
          
        

    

  


  

      

          @spec name() :: String.t()


      


Returns the plugin's name.

  



  
    
      
    
    
      otp_app()



        
          
        

    

  


  

      

          @spec otp_app() :: atom() | nil


      


Returns the OTP application for config resolution.

  



    

  
    
      
    
    
      plugin_spec(config \\ %{})



        
          
        

    

  


  

      

          @spec plugin_spec(map()) :: Jido.Plugin.Spec.t()


      


Returns the plugin specification with optional per-agent configuration.
Examples
spec = MyModule.plugin_spec(%{})
spec = MyModule.plugin_spec(%{custom_option: true})

  



  
    
      
    
    
      requires()



        
          
        

    

  


  

      

          @spec requires() :: [tuple()]


      


Returns the requirements for this plugin.

  



  
    
      
    
    
      schedules()



        
          
        

    

  


  

      

          @spec schedules() :: [tuple()]


      


Returns the schedules for this plugin.

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

      

          @spec schema() :: Zoi.schema() | nil


      


Returns the Zoi schema for plugin state.

  



  
    
      
    
    
      signal_patterns()



        
          
        

    

  


  

      

          @spec signal_patterns() :: [String.t()]


      


Returns the signal patterns this plugin handles.

  



  
    
      
    
    
      signal_routes()



        
          
        

    

  


  

      

          @spec signal_routes() :: [tuple()]


      


Returns the signal routes for this plugin.

  



  
    
      
    
    
      singleton?()



        
          
        

    

  


  

      

          @spec singleton?() :: boolean()


      


Returns whether this plugin is a singleton.

  



  
    
      
    
    
      state_key()



        
          
        

    

  


  

      

          @spec state_key() :: atom()


      


Returns the key used to store plugin state in the agent.

  



  
    
      
    
    
      subscriptions()



        
          
        

    

  


  

      

          @spec subscriptions() :: [tuple()]


      


Returns the sensor subscriptions for this plugin.

  



  
    
      
    
    
      tags()



        
          
        

    

  


  

      

          @spec tags() :: [String.t()]


      


Returns the plugin's tags.

  



  
    
      
    
    
      vsn()



        
          
        

    

  


  

      

          @spec vsn() :: String.t() | nil


      


Returns the plugin's version.

  


        

      


  

    
JidoGralkor.ReAct 
    



      
Helpers for Jido.AI.Reasoning.ReAct consumers that want Gralkor-aware
request shaping.
maybe_force_memory_search/2 pins tool_choice to the memory_search
tool on the first ReAct iteration so the agent itself authors a focused
search query (in the same thread, with the same model, as part of the
same turn) rather than the harness embedding raw user text against the
graph. From iteration 2 onward the override is omitted so the model is
free to answer or call further tools.
Workaround: Jido.AI.Reasoning.ReAct.Config.tool_choice is one value
applied uniformly across the loop. Returning the override per-iteration
through RequestTransformer is the cheapest way to vary it without
forking the strategy. A first-class :preamble_tool config in ReAct
would supersede this.

      


      
        Summary


  
    Functions
  


    
      
        maybe_force_memory_search(overrides, map)

      


        Fold the iter-1 tool_choice: {:tool, "memory_search"} override into
the consumer's existing transformer overrides map.



    





      


      
        Functions


        


  
    
      
    
    
      maybe_force_memory_search(overrides, map)



        
          
        

    

  


  

      

          @spec maybe_force_memory_search(map(), %{
  :iteration => integer(),
  optional(any()) => any()
}) :: map()


      


Fold the iter-1 tool_choice: {:tool, "memory_search"} override into
the consumer's existing transformer overrides map.
On state.iteration > 1 returns the overrides untouched. Matches on
any struct or map exposing :iteration so tests don't need to build a
full Jido.AI.Reasoning.ReAct.State.

  


        

      


  

    
Gralkor.GeneralisationParseFailed exception
    



      
Raised when a string cannot be decoded as a generalisation — the GEN|v1|
prefix is missing, the JSON metadata is malformed, or required fields are
absent.
Distinct from RuntimeError so callers can distinguish "this graphiti fact
is not a generalisation" (skip) from "the data is corrupted" (log and raise).
See ex-generalisation in TEST_TREES.md.

      




  

    
Gralkor.InterpretParseFailed exception
    



      
Raised when the LLM's interpret response cannot be parsed against the
structured-output schema — typically because :output_token_budget was too
small and the model's answer truncated mid-list, but also for any other
schema mismatch.
Distinct from RuntimeError so callers can recover (e.g. retry recall with
a larger budget, or surface a typed error to the user) without catching
every internal failure.
See ex-interpret in gralkor/TEST_TREES.md.
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